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Abstract. In the past few years, great efforts have been devoted to scene
text detection. Nevertheless, efficient text detection in the wild remains a
challenging problem. Methods for general object detection usually have
limitations in handling the arbitrary orientations and large aspect ra-
tios of scene text. In this paper, we present a novel scene text detection
method which treats text detection as a text keypoint detection task
performed in a coarse-to-fine scheme (text keypoint detection network,
TKDN). Specifically, in TKDN we first generate the coarse text instance
regions using feature pyramid network (FPN) as well as region proposal
network (RPN) and ResNet50. Within the coarse text regions, we then
perform text keypoint detection, bounding box classification and regres-
sion, and text region segmentation in a multi-task way. In the inference
stage, an effective post-processing algorithm is designed to combine the
outputs from three branches and obtain the final text keypoint detection
results. The proposed TKDN approach outperforms the state-of-the-art
approach and achieves an F-measure of 82.0% on the public-domain IC-
DAR2015 database.

1 Introduction

Scene text detection has drawn increasing attentions in recent years because of
its wide applications in practical scenarios (such as autonomous driving, image
retrieval, and blind-navigation). While documental text detection techniques are
becoming mature, scene text detection remains a challenging problem because of
many factors such as blur, noise, illumination, and occlusion. In addition, there
are also some internal factors of the text, such as random orientations, language
categories, large aspect ratios, and different fonts.

In the past few years, studies on the topic of scene text detection are emerg-
ing, and some representative approaches have been proposed to resolve the scene
text detection problem, such as the sliding window based methods [15, 3, 35, 30]
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and connected component based methods [5, 24]. While these approaches give
reasonably good results on scene text detection, there remain a few limitations.
(i) The sliding window methods intensively search candidate text regions and
classify text/non-text regions through traditional machine learning algorithm.
Due to the dense search and multi-scale operation, these methods are relatively
slow. (ii) The latter approach often contains multiple steps, such as character
or text component detection, component filtering, text line construction, and
word splitting. (iii) Both approaches are not good at dealing with complicated
scenarios in text detection, e.g., arbitrary orientations and large aspect ratios.

Benefiting from recent advances in general object detection using Convolu-
tional Neural Networks (CNNs), the performance of scene text detection based
on CNNs has been significantly improved. For example, representative object
detection approaches such as Faster R-CNN [26] and SSD [19] have been im-
proved w.r.t. the scene text detection task. The best known performance on
ICDAR2015 [14] has been improved from 53.6% to 80.7% in terms of F-measure
in recent three years.

However, scene text is a special type of instance, which has unique appearance
variations that are different from general objects, and thus it requires special
designs from the feature representation to the classifier. Recent efforts include
utilizing semantic segmentation based approaches such as Fully Convolutional
Networks (FCN) [20] to perform text detection [37, 38, 4] via pixel-wise prediction
of text or non-text such as [37], EAST [38] and PixelLink [4]. These methods show
good performance in scene text detection, but they usually require complicated
post-processing steps to resolve the region overlapping issue.

Inspired by human pose estimation approaches, e.g., [2, 1], and the corner
detection based scene detection method [22], we propose a Text Keypoints De-
tection Network (TKDN) for scene text detection. As shown in Fig. 1, we regard
the scene text detection task as a text keypoints detection task. The terminology
of text keypoint used in this work has the same meaning with text corner; how-
ever, we choose to use text keypoint because we would like to extend the approach
into a more general scenario in which variable number of keypoints can be used to
define the text region. We perform scene text detection in a coarse-to-fine strat-
egy. Specifically, we first use FPN and RPN [26] to generate coarse text region
proposals, which are followed by three branches: text keypoint detection branch,
bounding box classification and regression branch, and text region segmentation
branch, performed within the coarse text region proposal following a multi-task
learning scheme [8]. During inference, the outputs of the three branches were
integrated to get the final keypoint detection result.

The main contributions of this paper are three folds: 1) we transform the
scene text detection task into a coarse-to-fine text keypoints detection task,
leading to improved robustness against text appearance variations in scale, ori-
entations, aspect variations, etc; 2) the proposed coarse-to-fine detection strategy
effectively eliminates the overlap issue of different text instances; and 3) with text
instance segmentation as a multi-task learning branch, the missing keypoints can
be easily recovered based on the text segmentation results.
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Fig. 1: A text region in natural scene image can be defined with a clockwise
connection of four keypoints in clockwise e.g., top-left, top-right, bottom-right
and bottom-left, respectively.

2 Related Work

2.1 Keypoints Detection

Traditional keypoint detection approaches include SIFT [21], MSER [36], etc.,
which are widely used for image representation and matching tasks. Recently,
keypoint detection has been found to be useful in human pose estimation task [2,
32, 9, 25, 1].

In [2], the keypoints or body parts of the human are detected from the heat-
maps and used together with the affinity fields to model the connection between
keypoints or parts. In [32], two FCNs are used to extract pose joint features
and semantic part features, and then a fully-connected conditional random field
(FCRF) is utilized to estimate multi-person pose. In [9], the location of a key-
point is modeled a one-hot mask and MASK-RCNN is utilized to predict the
per keypoint mask. In [25], a Parsing Induced Learner method is proposed to
estimate the dynamic parameters of the human pose model, and extract com-
plementary features for human pose estimation.

Similar to human pose detection, the scene text detection task is converted
into a corner detection task [22], which treats the corner of the text instance
region as a small bounding box and utilizes position sensitive segmentation for
text detection. Our method is based on both of human pose detection and corner
detection. But unlike [22], we detect the keypoints within a coarse text instance
region proposals instead of the whole image.

2.2 Scene Text Detection

The early approaches for text detection, based on connected components, try
to find the connected regions with the characteristics of text [5, 24]. Some early
methods are based on sliding window [15, 3]. Recently, with the rapid develop-
ment of deep learning, deep learning based scene text detection approached were
proposed [31, 16, 23, 37, 38, 27, 4, 22].

SWT [5] utilizes a feature extractor based on stroke width to detect the
text stroke regions and connects the regions together to generate the text re-
gions. Similarly, the method in [24] uses the Maximally Stable Extremal Regions
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(MSER) to find the extremal regions, which are considered as the text regions.
The method in [15] uses a Support Vector Machine (SVM) to predict the proba-
bility that the pixel belongs to text regions. The method in [3] makes some block
patterns based on the sliding window to find text regions from the source image.

CTPN [31] casts the text detection into localizing a sequence of fine-scale text
proposals and then utilizes a Long Short-Term Memory (LSTM) [13] network to
connect the fine-scale text proposals. To handle the large aspect ratios of scene
text, TextBoxes [16] uses large ratio proposals and large ratio convolutional filters
to detect the text region. RRPN [23] uses proposals with rotations to handle
the text orientation problem. SegLink [27] predicts a sequence of text segments
and links them into a text instance by the linkage prediction. RRD [17] utilizes
regression branch and classification branch modules to extract rotation-sensitive
and rotation-invariant features, respectively, and then generates text boxes. The
method in [22] treats the corners of the text regions as small bounding boxes
and then predicts some position sensitive segmentation maps to generate final
text boxes.

Different from the above text detection approaches based on general object
detection algorithms, [37] extracts a segmentation map and detects the char-
acters regions on the map and finally connects the regions to some text lines.
Similarly, EAST [38] also uses a segmentation method to detect the scene text
rectangle regions. PixelLink [4] also extracts the segmentation map of text in-
stances and utilizes the connections between pixels to generate the boxes of text
regions.

Different from the existing methods, we treat scene text detection task as
text keypoints detection task, as shown in Fig. 1. we only detect the keypoints
of text given an image, and then connect them to generate the polygon.

3 Proposed Approach

In our approach, we detect the text region based on four keypoints of the text
region, i.e., the top-left, bottom-left, top-right, bottom-right keypoints. Given
the four detected keypoints, a clock-wise connection of the keypoints gives the
text region. Inspired by human pose estimation methods recent and corner de-
tection based scene text detection method in [22], we propose a novel scene text
detection approach based on keypoint detection. Different from the previous
segmentation based text detection methods [34, 38], which usually need com-
plex post-processing, the post-processing of our method is much simpler and
clearer. In addition, while previous approaches [38, 4] have to carefully deal with
region overlappings, our method does not suffer from this issue. Our method
performs text keypoint detection using a two-stage coarse-to-fine network based
on Mask-RCNN [9]. In the first stage, FPN and RPN are utilized to generate
the corase text region proposals. In the second stage, three tasks, i.e., text vs.
not-text classification and location regression, text keypoint detection, and text
segmentation, are performed inside each region proposal in a multi-task learning
manner.
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Fig. 2: Overview of the proposed approach for scene text detection, which consists
of two stages performed from coarse to fine. In the first stage, ResNet50 and
FPN, as well as RPN, are used to extract feature and generate the coarse text
regions. In the second stage, three branches (text keypoint detection, bounding
box classification and regression, and text region segmentation) are performed
inside each region proposal in a multi-task way. The final polygon text region
could be computed with an effective post-processing algorithm, denoted by �.

3.1 Network Architecture

As shown in Fig. 2, we use a ResNet50 [10] as the backbone feature extraction
module because of its high efficiency and representation ability. The size of scene
text varies greatly, so the features are expected to contain more semantic infor-
mation. FPN [18] which has a top-down architecture with lateral connections to
build an in-network feature pyramid can provide rich information for texts with
significant different scales. Therefore, we embed FPN to the backbone network
to extract features that are shared by the three branches in the second stage.

3.2 Text Region Proposal Generation

As we mentioned before, the large aspect ratios of scene text is a big challenge for
text detection. The difficulty lies in the fact that the candidate areas generated
by the original RPN [26] cannot cover both the large and small text areas at
the same time. The main reason is that the original RPN network is based on
a high-level feature map of the backbone. The high-level features contain more
abstract information, but the resolution is low. This causes some text areas
to be ignored when generating candidate regions, and the recall rate will also
decrease. Considering this situation, we embed FPN into the backbone network.
FPN connects the high-level abstract features of low-resolution with the low-level
detailed features of high-resolution from top to down so that the final feature
representation could have rich semantic information. This helps to improve the
quality of candidate region generation, and the recall rate for text detection task
could increase accordingly.

We made some adjustments to the RPN by replacing the single-scale feature
map with FPN. There are two parameters to control the size and shape of
anchors, i.e., scale and aspect ratio. The scale parameter determines the size of
the anchor, and the aspect ratio controls the ratio of the width to the height
for the anchor box. In our approach, we define the anchors to have areas of
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{642, 1282, 2562, 5122} pixels on {P2, P3, P4, P5} which defined in FPN [18]. We
also use anchors of multiple aspect ratios {1:2, 1:1, 2:1} at each feature level.
Meanwhile, we use the RoIAlign layer proposed in [9] to compute the feature for
each coarse text region proposal.

3.3 Text Keypoint Detection Branch

The popular text area detection algorithms are based on semantic segmentation,
such as [38, 4]. These methods determine the text areas based on the response
of score maps and usually rely on complicated post-processing algorithms to get
the final text detection result. But for our keypoints detection task, the key-
points are obtained through direct regression, so no additional post-processing
operations are required at the keypont level. For each ground-truth text region,
if we define K keypoints, then we can get the coordinates of K points directly. So
the superiority of our methods is to decouple the connection between individual
point-pairs, making every point of an instance text area to be independent.

In this branch, we adopt a small FCN [20] to predict K masks for K keypoints
(e.g. top-left, top-right). We set K to 4 by default. This setting is also catering
to the annotation of dataset ICDAR2015. This branch helps demonstrate the
progress of using keypoints for text detection.

Considering the differences between general image segmentation and text
keypoint detection, we have revised the original FCN so that it can be better
adapted to the text keypoint detection task and the point-wise prediction. For
each of K keypoints of an instance, the training target is a one-hot n×n binary
mask where only a single pixel is labeled as foreground. During training, given
a training set (p, p′), in which p denotes the predicted location and p′ denotes
the target location, we minimize the cross-entropy loss over a n2-way softmax
output. The loss function is defined as:

Lkpt =
1

k

k∑
i=1

CrossEntropy(pi, p
′
i). (1)

The keypoint detection branch consists of a stack of four 3 × 3 512-d con-
volutional layers, followed by a deconvolutional layer and 2× bilinear upscaling,
producing an output resolution of 56 × 56. The overall structure of the text
keypoint detection branch is shown in Fig. 3a. In theory, our method can ap-
proximate an arbitrary polygon because in our method K can be any integer.
Our preliminary results show that the higher resolution of the output mask, the
better accuracy of the detected keypoints. However, in this work focus on the
text detection ability from a single resolution feature map.

3.4 Bounding Box Classification and Regression Branch

In order to cooperate with the use of FPN for proposal generation, we use two
fully connected (fc) layers in bounding box regression branch to do the bounding
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Fig. 3: Details of the text keypoints detection branch and the bounding box
classification and regression branch of our proposed approach. (a) Four convolu-
tional layers and two deconvolutional layers with bilinear upsample operations.
(b) Two fully connected layers are used for both classification and regression.

box offset regression (see Fig. 3b). Suppose B = {bi}ni=1 is the set of region
proposals generated by modified RPN, and ti is the label for proposal bi. We
use SmoothL1 loss defined in Fast R-CNN [26] for backpropagation, which is
defined as:

Lloc =
1

n

n∑
i=1

SmoothL1(bi, ti). (2)

In contrast to the default setting of Faster R-CNN in which the bounding
box should be as tight as possible, we intentionally make the bounding box
classification and regression branch to predict a larger box that can wrap around
the entire text area. So we made some modifications to the training data so that
they can be suited to our network design. We increased the size of the text area
in the original annotation data by a certain proportion w.r.t. its original size
(see Fig. 4). The reason why we made the above modifications is due to the
following considerations: 1) text areas can be covered more comprehensively; 2)
since each box is generated from the keypoints, the four keypoints of the text
area are respectively located on the four sides of the box. If all the key points are
located on side of bounding boxes in training data, the definition of the data will
be ambiguous. Our modification to the text bounding annotations resolves the
ambiguity issue. In summary, the effect of this modification is to decouple the
association between the point and each edge, allowing relatively free distribution
per text keypoint.

As for the text classification loss, we directly use the cross-entropy loss Lcls,
which is defined as:

Lcls = CrossEntropy(Prc, tc), (3)

where Prc is the predicted probability of all the boxes belonging to positive or
negative, and tc is the ground-truth label of all boxes, 1 for positive and 0 for
negative.



8 Y. Cui, J. Li, et al.

𝑏 𝑏𝑏′

Fig. 4: An example of how we modify
the original annotation so that it can
fit our text keypoint detection network.
Generally speaking, we extend the min-
imum enclosing rectangle of the text re-
gion by a certain percentage.
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Fig. 5: Detail of the text region seg-
mentation branch of our proposed ap-
proach for scene text detection, which
consists of four convolutional layers
and one deconvolutional layer with bi-
linear upsample operation.

3.5 Text Region Segmentation Branch

Since there are significant changes in the scale and shape of the text areas, it
is not always easy to directly regress the text keypoints from the feature of
each proposal. To obtain more complementary information for these hard cases,
we introduce a text region segmentation branch to assist in the text keypoint
detection task (see Fig. 5). The text region mask is a finer-grained supervisory
signal that facilitates the regression of keypoints during multi-task training.

Similar to the text keypoint detection branch, the text region segmentation
branch has a Cn2-dimensional output for each RoI, which encodes C binary
masks of resolution n×n. Each mask defines one class in the segmentation task.
Here, for text vs. non-text segmentation, C = 2. Per-pixel sigmoid is applied
to compute the masks, and an average binary cross-entropy loss is used for
backpropagation

Lmask =
1

n2

n2∑
i=1

CrossEntropy(mi,m
′
i), (4)

where mi denotes a single pixel from the predict mask with the resolution of
n×n. The text region segmentation branch consists of a stack of four 3×3 512-d
convolutional layers, followed by one deconvolutional layer, producing an output
of 28× 28. We use a low-resolution mask output here because this auxiliary text
region segmentation task does not require very high segmentation accuracy.

3.6 Optimization

We train the three branches (text keypoint detection branch, bounding box
classification and regression branch, and text region segmentation branch) in a
multi-task way, and the joint loss function L is defined as:

L =
1

Nc
Lcls +

λ1
Nc

Lloc +
λ2
Nk

Lkpt +
λ3
Ns

Lmask, (5)

where Lcls, Lloc, Lkpt and Lmask are defined in (3) (2), (1) and (4), respectively.
Nc is the number of positive boxes in a minibatch, Nk is the number of keypoints,
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Ns is the number of pixels in segmentation maps; they are used to normalize the
losses of three branches. We empirically set λ1 = 10, λ2 = 1, and λ3 = 1.

3.7 Post-processing

In most cases, our text keypoint detection works well, and the detection key-
points of each text instance are visible (see Fig. 6a). Under rare cases, some
keypoints of a text instance may be missing (see Figs. 6b and 6c). In this case,
we restore the missing points using an efficient post-processing algorithm:

1) If only one text point is missing, we treat the text polygon as a parallelo-
gram and the missing point can be recovered by the general properties of a
parallelogram. For example, p2 in Fig. 6b can be recovered as

p2 = p3 + (p1 − p4). (6)

2) If more than one points are missing, we further consider the following two
cases. (i) Without text region segmentation branch. In this case, we replace
the missing points by corresponding bounding box corner points, such as p2

and p3 shown in Fig. 6c; (ii) With text region segmentation branch. In this
case, we abandon the detected keypoints of text instance and use the mask
of text instance to restore a rectangle instead of a polygon. As shown in
Fig. 6d, we use the rectangle with the minimum area which covers the mask
of text instance.

The proposed post-processing algorithm is only used in the inference stage
of a learned network.

4 Experimental Results

4.1 Database and Settings

We provide evaluations of the proposed approach and comparisons with the
state-of-the-art methods on the public-domain ICDAR2015 database [14] and
the MSRA-TD500 database [33]. ICDAR2015 is a benchmark of the ICDAR2015
Robust Reading Competition which contains 1, 000 training images and 500 test
images. ICDAR2015 is a challenging dataset for scene text detection because it
contains arbitrary-oriented text in wild. MSRA-TD500 is collected for detecting
arbitrary-oriented long text lines and contains 300 training images and 200 test
images.

Since the size of the ICDAR2015 database is relatively small, we have used
the SynthText [6] dataset for pre-training, which consists of 800K images with
approximately 8 million synthetic word instances. In our experiments, we did
not use the entire SynthText dataset, instead, we randomly select 50K images
for pre-training.

Since our coarse-to-fine approach consists of three tasks (text keypoint detec-
tion, bounding box classification and regression, and text region segmentation)
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Fig. 6: Example of post-processing in the network inference stage when some text
keypoints are missing in the keypoint detection by the algorithm in Section 3.7.
The star points represent the missing and recovered keypoints.

in the second stage, we obtain the required supervision signals by converting the
original annotations of each database according to the following rules: 1) gener-
ate four keypoints of the text area according to the text annotations, which are
generally the top-left, bottom-left, top-right, and bottom-right points; 2) gen-
erate a bounding box that covers the entire text area based on the coordinates
of the keypoints; 3) generate a corresponding mask for text vs. non-text seg-
mentation using the four keypoints. To summarize, the target of the keypoint
detection branch is tkpt = {pi|i ∈ {1, 2, 3, 4}}, where pi = (xi, yi) is a keypoint
coordinate. The target of the bounding box classification and regression branch
is already discussed in Section 3.4. The target for the text region segmentation
branch is a binary map, 1 for the text area and 0 for the background.

We select ResNet50 [10] as the backbone of our model. We first pre-train our
model on SynthText50K for one epoch with the learning rate fixed to 2.5×10−3.
With the standard SGD optimizer, we set the momentum to 0.9 and set the batch
size to 2. Then we finetune our model on other datasets. Note that we don’t use
any data augmentations. During pre-training stage or finetuning stage, we adopt
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randomly scale from (512, 640, 672, 704, 736, 768, 800) and set the max size to
1, 333 for input images.

We finetune our model on ICDAR2015 with only 10 epochs based on the
pre-trained SynthText50K model. The learning rate is fixed to 2.5×10−3 except
the last epoch with the learning rate of 2.5× 10−4. Note that we don’t use any
augmentations for the dataset. In testing, we set the scale to 800 and the max size
to 1, 333 for input images. The threshold of non-maximum suppression (NMS) is
set to 0.5. All the experiments are conducted on a desktop with NVIDIA Titan
X GPU and Intel i7-3.60GHz CPU.

4.2 Evaluation Metric

Following the state-of-the-art text detection methods [38, 22, 31], we also use
precision, recall, and F-measure as the evaluation metric. If an image contains
X text instances, and a model gives Y text boxes. Z text boxes shot the ground-
truth text instances. Then, Precision = Z/Y , Recall = Z/X, and F-measure =
2 · Precision · Recall/(Precision + Recall).

Usually, recall reflects the ability of a model on finding out all the ground-
truth text regions, and precision reflects the quality (percentage of correct de-
tections) of the detections. F-measure gives a single value measure to the per-
formance of a model.

4.3 Baselines

We compare the proposed approach with a number of the state-of-the-art meth-
ods for scene text detection, such as Zhang et al. [37], CTPN [31], Yao et al. [34],
SegLink [27], EAST [38], SSTD [11] and Lyu et al. [22]. Yao et al. [34] used a
FCN model to predict the text regions based on semantic segmentation and
post-processing method, and SSTD [11] uses an attention mechanism method
based on SSD to detect word-level bounding boxes in a natural image. For all
these baseline methods, we directly use the detection accuracies reported in their
original papers.

4.4 Text Detection Results

The text detection results by the proposed approach and the state-of-the-art
methods on ICDAR2015 are listed in Table 1. We can see that our method
outperforms all the state-of-the-art methods in terms of F-measure and Recall
rate. In terms of F-measure, the best result by the state-of-the-art methods is
reported in [22] (80.7%), while the result by the proposed approach is 82.0%.
Similarly, in terms of recall rate, the proposed approach outperforms the state-
of-the-art methods by a large margin (e.g., 79.7% vs. 76.8%). This suggests that
the proposed approach is able to detect more challenging text instances. Some
examples of text detection results by the proposed approach on ICDAR2015 are
shown in Fig. 7a. We can see that even when the text areas are tiny w.r.t. the
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Table 1: Comparisons of text detection performance by our method and a number
of state-of-the-art text detection methods on the ICDAR2015 dataset.

Method F-measure Recall Precision FPS

Zhang et al. [37] 53.6 43.0 70.8 0.48
CTPN [31] 60.9 51.6 74.2 7.1

Yao et al. [34] 64.8 58.7 72.3 1.61
SegLink [27] 75.0 76.8 73.1 -
EAST [38] 76.4 72.8 80.5 6.52
SSTD [11] 77.0 73.0 80.0 7.7

Lyu et al. [22] 80.7 70.7 94.1 3.6
He et al. [12] 81.0 80.0 82.0 -

Proposed 82.0 79.7 84.5 3.0

entire image, the proposed approach still works well. We did not use multi-scale
strategy [38, 22] to do the detection, but we agree it will improve the performance
with the cost of additional computations.

We also evaluate our model on MSRA-TD500 [33], which is collected for
detecting arbitrary-oriented long text lines. All configurations of our model are
the same as those used on ICDAR2015 except that we randomly rotate the input
images by 90◦ or −90◦ during training and the scale is set to 736 during testing.
Moreover, we train our method for 50 epochs in total. The baseline methods,
e.g., Zhang et al. [37], Yao et al. [34], EAST [38], SegLink [27], He et al. [12],
and Lyu et al. [22], reported 74.0%, 75.9%, 76.1%, 77.0%, 74.0%, and 81.5% F-
measure scores, respectively. The proposed approach achieves 81.1% F-measure,
which is better than all the baseline methods expect for [22]. The possible reason
is that our method is not good at detecting the long multi-line oriented text
instances which exist in the MSRA-TD500 database (see Fig. 7b). Because of
the coarse-to-fine strategy, our method usually detects a coarse text instance
region in the form of bounding box first. In most cases, the coarse text instance
region contains little part of other text. But when detecting oriented multi-line
long text instances, a coarse text instance region not only contains the currently
focused text instance but also the non-negligible parts of other text instances.
Then it will confuse the model which part should be focused on. Moreover, from
Fig. 7b, we can see that due to the close distance between difficult text instances,
some coarse text regions will be filtered out by NMS. So in our future work, we
will improve the text region proposal generation algorithm so that it can better
handle the oriented multi-line long texts.

4.5 Ablation Experiment

We provide an ablation study of the three branches in the second stage of the
proposed approach. Specifically, we gradually remove the branches and train the
network using the same configurations as the full network.

The results by individual ablated models are listed in Table 2. When we
only use the bounding box classification and regression branch, the network
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(a) (b)

Fig. 7: Examples of text detection results by the proposed approach on (a) the
ICDAR2015 database, and (b) the MSRA-TD500 database. The last image in
(b) shows the limitations of the proposed approach in detecting.

becomes a Faster R-CNN network, and there is a big performance drop compared
with the full method. The main reason should be that it has big limitations
in detecting oriented text using a traditional Faster R-CNN framework. The
predicted upright bounding box cannot cover the ground-truth with the required
IoU threshold. The ablated model without using text segmentation branch leads
to degraded performance in both F-measure and recall, although the precision
is slightly higher. We find that the main reason lies in the cases in which there
are missing keypoints, and the post-processing algorithm is required to recover
the missing keyponts. The segmentation masks by the text segmentation branch
have been found to be useful in accurately recovering the missing text keypoints
(see Figs. 6c and 6d).

4.6 Effectiveness for Scene Text Recognition

To evaluate our method on its effectiveness for text recognition, we compare our
method with a state-of-the-art text detector - EAST [38] using a state-of-the-art

Table 2: Ablation study for the proposed approach on ICDAR2015.
F-measure Recall Precision

BBox Cls. & Reg. alone 73.5 69.7 77.8
BBox Cls. & Reg. + Seg. 81.0 79.1 82.9

BBox Cls. & Reg. + Keypoint Det. 81.5 77.8 85.6
BBox Cls. & Reg. + Keypoint Det. + Seg. 82.0 79.7 84.5
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Table 3: The effectiveness of our approach for text recognition on ICDAR2015.
“F”, “R”, and “P” represent “F-measure”, “Recall”, and “Precision”. “S”, “W”,
“G” represent the “Strong”, “Weak”, “Generic” lexicon scenarios, respectively.
Detection
method

Accuracy Recognition
method

End-to-End Acc. Word Spotting Acc.
F R P S W G S W G

EAST† 80.77 77.23 84.64
CRNN∗

70.09 65.91 48.04 74.78 70.04 50.97
Proposed 82.03 79.69 84.53 71.92 67.81 49.62 76.95 72.27 52.93
†We use the pre-trained model in public. ∗The method is implemented by ourselves.

text recognizer CRNN [28]. As shown in Table 3, our method outperforms EAST
in terms of F-measure for text detection on ICDAR2015. When the detection
results by EAST and our method are input into CRNN for text recognition;
again, the detections by our approach lead to better text recognition accuracy
than EAST in F-measure. The result suggests our method could benefit the
succeeding text recognition process.

5 Conclusions

In this paper, we propose a novel scene text detection method via coarse-to-fine
text keypoint detection (named as Text Keypoints Detection Network (TKDN)).
Our TKDN model first generates coarse text region proposals, and then perform
text keypoint detection, bounding box classification and regression, and text re-
gion segmentation simultaneously within the text region proposals. An efficient
post-processing is also proposed to recover missing text keypoints based on the
outputs by the three branches. Experimental results on the public-domain IC-
DAR2015 database show that the proposed approach outperforms the state-of-
the-art. Ablation study shows the effectiveness of individual components in the
proposed approach. The comparison with EAST on the end-to-end task shows
that the proposed approach is more effective for scene text recognition.

Inevitably, our method has its limitations, such as in detecting oriented multi-
line long texts. In our future work, we would like to focus on the improvement of
our method w.r.t. the proposal generations for the oriented multi-line long text
scenarios and introducing 3D prior to assist in ambiguity reduction like that
widely used in face analysis [7]. In addition, we would like to investigate the
possibility of detecting arbitrarily shaped scene text using multiple keypoints,
and apply the method for end-to-end text detection and recognition [29].
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