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Abstract. Multi-label classification is an essential problem in image
classification, because there are usually multiple related tags associated
with each image. However, building a large scale multi-label dataset with
clean labels can be very expensive and difficult. Therefore, utilizing a s-
mall set of data with verified labels and massive data with noise labels
to build a multi-label classification model becomes valuable for practical
applications. In this paper, we propose a teacher-student network with
non-linear feature transformation, leveraging massive dataset with noisy
labels and a small dataset with verified data to learn a multi-label classi-
fier. We use a non-linear feature transformation to map the feature space
and the label space. We first pre-train both the teacher and student net-
works with noisy labels and then train both networks jointly. We build
a multi-label dataset based on MS COCO2014 for performance evalua-
tion, in which both noisy label and verified label are given for each image.
Experimental results on our dataset and the public-domain multi-label
dataset (OpenImage) show that the proposed approach is effective in
leveraging massive noisy labels to build multi-label classifiers.

1 Introduction

Multi-label learning has always been an important research topic in image classi-
fication, since multiple tags can be jointly associated to a single image. However,
high quality annotation of multiple labels per image can be very challenging be-
cause different persons often have different understanding or focus on different
parts of the same image. Insufficient data has become a common issue in limiting
the use of deep learning based multi-label classification in various applications,
e.g., attribute learning [8], face recognition and analysis [7,12], etc. While anno-
tating a large multi-label dataset with verified labels can be expensive and slow,
it is relatively easy to obtain a huge number of images with unverified (noisy)
labels, e.g., either through Internet search or automatic labeling by pre-training
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Fig. 1: Example images from the extended MS-COCO. This dataset contains
images from 56 generic objects classes (e.g., banana, orange, bed, etc). Most
images can correspond to multiple labels because there can be multiple objects
in one image. The noisy labels are not always consistent with the clean labels.

models. Therefore, it has drawn increasing attention to build multi-label classifi-
er leveraging massive data with noisy labels and a small set of data with verified
labels [11,28].

In this work, we treat both wrong labels and missing labels as noisy labels.
In addition, from the perspective of noisy label ratio per image, noisy labels can
be grouped into two groups, single-label noise and multi-label noise. In single-
label noise learning, each instance has unique label which is either correct or
wrong. Sometimes, the confusing classes have a probability to flip to each other.
This provides a precondition of modeling the label flipping process. Compared to
single-label noise, multi-label noise is more complex. Since the dataset contains
both correct and wrong labels and the relationship between them is hard to
model manually.

Instead of modeling the label flipping process manually, Veit et al. [28] learned
a linear map (between noisy labels and clean labels) based on image features
learned from massive noisy data together with a small set of data with clean la-
bels. This approach avoids using the noise transition probability matrix between
labels and can be easily used in different dataset. However, features learned from
noisy data can be noisy. In this situation, a linear transformation may not be
enough to fit the clean labels. In this work, we introduce a non-linear transfor-
mation for noisy feature and evaluate it on MS COCO2014 [16] and OpenImage
[13]. The results show that the non-linear transformation is helpful to improve
the multi-label model’s performance.

MS COCO2014 is widely used for multi-label classification which contains
about 120k images of 90 image classes [16]. We extend MS COCO2014 by gen-
erating noisy label for each image using an ImageNet [5] pretrained Inception
V3 [27] model. We denote this dataset as extended MS-COCO. Unlike OpenIm-
ages [13] and Fashion550k [11], which have massive noisy labels but very few
human verified labels, the extended MS-COCO dataset consists of both veri-
fied and noisy labels for each image. Therefore, it is possible to investigate the
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effectiveness of the state-of-art semi-supervised approaches, including the pro-
posed multi-label learning method. Fig. 1. shows some examples in the extended
MS-COCO we compiled.

The contributions of this work include: (1) a compiling of a multi-label
dataset based on MS COCO2014 with both noisy and verified labels provided
for each image; (2) an efficient teacher-student network for multi-label learning
leveraging massive noisy data and a small set of clean data, in which non-linear
feature transformation is used to map the feature space and the label space.

2 Related Work

2.1 Direct learning with noisy labels

There are two main approaches for direct learning with noisy labels: removing
the noisy data or making algorithm robust to noise. For approaches of the first
category, a popular method is to remove the outliers [3,18] under the assumption
that outliers are mislabeled. For example, Brodley and Friedl [3] presented a
method which used a set of classifiers to filter out outliers before training. [17]
used a reweight scheme to force model pay less attention to noisy samples. [24]
removed the noise by “bootstrapping” on label prediction. For approaches of the
second category, they focuses on improving the model tolerance to noisy labels
[2,6,19,21,23,26]. Several algorithms explore new design of the loss function to
achieve robustness against noisy labels [6,19]. Patrini [23] used a noise transition
matrix T to define the probability of one label being flipped to another, and
use it to correct the loss calculation even without human intervention. Some
methods tried to model the label changing process in order to achieve better
tolerance to noisy labels. Misra et al. [20] proposed a noise model assuming
that noise is conditioned on image while some other methods assume that label
noise is conditionally independent of input image [21]. Several works also use
side information, like knowledge graph [4,15], to reduce the influence of noise.
Recently, deep neutral network has been utilized as a simple way to handle noisy
labels. Rolnick et al. [25] showed that deep neutral network can be robust to
massive label noise without explicit handling of label noise. However, compared
to the performance trained on clean labels, there is still a gap between them.

2.2 Semi-supervised learning

Different from using the noise label solely, semi-supervised learning approaches
introduce a small set of clean labels [11,14,28,29]. The difficulty in direct learning
with noisy labels is that wrong labels are hard to recognize. However, clean data
can relieve the problem to some extent, since it can be a good guide to distinguish
noise from clean labels. Xiao et al. [29] divided the label noise into three types
and associated them with three semantic meanings, noise-free, pure random and
confusing noise. They used this information to model the relationship between
images and noisy labels with a probabilistic graphical model and used clean data
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to pre-train the model. Several works [11,28] used a teacher-student model [10]
to reduce label noise. In classification problem of noisy labels, teacher-student
model consists of a label cleaning network as teacher and a classification network
as student. The label cleaning network utilizes features of images to generates
predictions which considered as cleaned labels. And these cleaned labels are
used to supervise the student network. Veit et al. [28] proposed to learn a linear
map between noisy labels and clean labels based on image features in the label
cleaning network and used another linear network to classify. It is treated as a
fine-tuning method while a base CNN is just used for extracting features. We
follow a similar framework to [28], but we use a non-linear transformation to
learn the map between features and labels.

3 Our Approach

We aim at learning a robust multi-label classifier from massive data with noisy
labels and a small set of data with clean labels. Our idea is to leverage the small
set of data with verified labels to clean (purify) the labels of the massive data.
To facilitate the description below, we first give some notations. We use T to
denote the data with noisy/unverified labels in the training dataset and use V to
denote the small set of data with human verified labels in the training dataset.
T consists of tuples of data: image x and its label y, i.e., T = {(xi, yi)}mi=1

where m denotes the number of data. By contrast, images in V have a noisy
label and have a human verified label vi, and thus can be denoted in triples,
i.e., V = {(xj , yj , vj)}nj=1 where n denotes the data number. Thus, in practical
applications, we can assume m >> n. Both the noisy label yi and verified label
vi are d-D binary labels with 1 denoting the presence of one class of label.

3.1 Teacher-student Network with Non-linear Transform

As shown in Fig. 2, we use a multi-task learning architecture combining the label
cleaning net and the multi-label classification net together. The aim is to train
two classifiers with the same network structure utilizing the features extracted
by the backbone feature extractor network f . When we learn f using both the
noisy data and verified data, it can be not optimal compared with a network
learning using a large amount of verified labels.

We regard the label cleaning network g in Fig. 2 as a teacher net that update
its parameters using only human verified labels. Different from the method by
Veit et al. [28], which use the noisy labels and image features as the input of the
label cleaning network, we directly learn a non-linear transformation from image
feature space f to the verified label space v. Specifically, we use a a sigmoid layer
between two linear layers, and use them to perform the transformation from noisy
feature space to the label space. Through such transformation, the network can
utilize the information in the noisy feature to learn a robust classification model.
In our experiments, we find that the performance difference of using different
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Fig. 2: Overview of our approach. We choose the image batch as a mixture of
samples from both the noisy set and the verified set. We extract visual features
using a ResNet50 model (denoted as Base CNN) and use these features as shared
features by both the label cleaning net and the classification net. We use the
same network architecture for both the label cleaning net and the classification
net. The only difference between them lies in the supervision signal, i.e., the
label cleaning net is supervised by only the clean labels from set V, while the
classification net is supervised by the mixed labels of clean labels and hard labels
predicted by the label cleaning net.

nonlinear transformations (e.g., sigmoid, tanh, and Relu) is minor. So we use a
sigmoid perform.

The reason why we do not use noisy labels of the data as the feature is
that when the number of classes or the number of samples is small, the map
learned from noisy labels to clean labels can easily gets overfit. In addition, how
to combine low dimensional label feature with high dimensional image feature
can be a complicated problem itself, which is beyond the discussion in this work.
However, we are not arguing that the noisy labels are not useful at all; instead,
we find it can be very useful if we use the massive data with noisy labels to
perform model pre-training. We will discuss the effect of such pre-training in
detail in the experiments.

The output of the classifier g for each sample is a soft label which means
it is a float number between 0 and 1, not a binary value like the noisy vector
or the verified label vector. To make full use of label, we use a threshold (by
default, we use 0.4) to convert a soft label into a hard label ( 0 or 1). Similarly,
we regard the classification network h as a student. It imitates the behavior of
network g to produce the similar classification results. The difference between g
and h is that h uses mixed labels consisting of both the generated hard labels
by g and the verified labels. Similar to the method in [28], the input of h takes
input samples from both T and V .
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Fig. 3: Two-stage training strategy for the proposed approach. We first use noisy
label to initialize the weights of both the label cleaning net and the classification
net. In the fine-tune stage, we use clean label and mixed label (clean labels and
hard labels predicted by the label cleaning net) to supervise the label cleaning
net and the classification net, respectively.

Given the above notations, our goal can be formulated as:

arg min
W1,W2

Lclassify(h(f(x),W2), v, c) , (1)

where W1 and c denote the weights and output of the label cleaning network;
W2 and Lclassify denote the weights and loss of the classification network.

3.2 Network Training

We train a backbone CNN network (i.e., a ResNet50 or Inception V3) on the
entire training dataset and the noisy labels, and use it for extracting the shared
visual features. And then we train the teacher-student network consisting of the
label cleaning net and the multi-label classification net. As shown in Fig. 3, we
use a two-stage training strategy to train the proposed approach.

Specifically, we pre-train both the label cleaning network g and the classifica-
tion network h using all the training data and the noisy labels qi, qj with binary
cross-entrophy loss

Lnoise = −
∑

k∈V,T

qklog(ok) , (2)

where o denotes the output of g or h.
We then train g and h jointly using two losses, i.e., a label cleaning loss Lclean

and a classification loss Lclassify. Both are binary cross-entrophy loss. The label
cleaning network g is supervised by the verified labels c for all samples j in V

Lclean = −
∑
j∈V

vj log(cj) , (3)
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Table 1: Statistics of the training, validation, and the test set for the extended
MS-COCO dataset with both verified and noisy labels.

Subset type # annotations label/image image/label

Train clean 150,854 2.21 2,694
noisy 114,527 1.67 2,045

Validation clean 36,225 2.16 647
noisy 27,910 1.66 498

Test clean 37,028 2.20 661
noisy 28,039 1.67 501

where c denotes the output of g.
The classification network h is supervised by mixed labels, which consists of

the clean labels from V and the predicted labels generated by g. So, the total
loss is a combination of losses from two sets

Lclassify = −
∑
i∈V

vilog(pi)−
∑
j∈T

chj log(pj) , (4)

where p denotes the output of h and ch denotes the hard version of c. To prevent
a trivial solution, i.e., chj = pj = 0, the cleaned label chj is regarded as a constant.

4 Experiments

4.1 Dataset

MS COCO2014. We extend the MS COCO2014 [16] into a dataset with both
clean labels and noisy labels which consists of 101,690 images from 56 generic
object classes. Similar to [11,28], we use a pre-trained CNN model (Inception V3
[27]) on ImageNet [5] to generate predicted labels for each image in MS-COCO
and treat these predicted labels as noisy or unverified labels. The procedure of
generating these labels consists of two main steps.

First, considering that the image classes in ImageNet and MS-COCO are not
consistent, we map the classes in ImageNet to the classes in MS-COCO. The
map can be complicated since the semantic meaning of classes in two datasets
is different. For instance, there are about 100 kinds of birds in ImageNet but
there is only one class named bird in MS-COCO. Therefore, we map all kinds
of bird’s classes in ImageNet to the same class bird in MS-COCO. And also, we
remove the classes which do not appear in ImageNet but exist in MS-COCO
(e.g., giraffe, snowboard). Eventually, we obtain a subset of 90 original classes
which contains 56 overlapped classes.

Second, we choose Inception V3 model pre-trained on ImageNet to annotate
all images in MS-COCO automatically, which are used as the noisy/unverified
labels. We use the top-8 predictions for each image as possible labels. We map
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(a) Class frequency (b) Annotation quality

Fig. 4: Label statistics for the complied extended MS-COCO dataset, which con-
tains both clean labels and noisy labels. (a) The class distribution is non-uniform.
The most frequent class has over 12,000 annotations while the least frequent class
has just less than 1,000 annotations. (b) The annotation quality shows the pro-
portion of verified label in all annotations. It does not show obvious relationship
with the class populations. We sort the class indices by the frequency and use
the same index order in (a) and (b).

these possible labels to 56 classes to get the final noisy/unverified labels for MS-
COCO. If the possible label does not exist in the 56 classes, we just ignore it.
We also remove the images that do not have labels and finally obtain 101,690
images with 170,476 annotations total. Following the split of the original MS-
COCO database, we have 68,213 for training, 16,714 for validation and 16,763
for testing. The data distribution statistics of the extended MS-COCO dataset
is given in Table 1.

As shown in Fig. 4(a), classes in the extended MS-COCO are not distributed
evenly. For example, the class dog has more than 14,000 annotations in the
whole dataset while many other classes have less than 1,000 annotations. For
the verified/clean labels, we directly use the original annotations provided in
MS-COCO. Fig. 4(b) shows the annotation quality over all classes. It is not
related to per class annotation frequencies. In all noisy labels, about 91.5% are
verified. Meanwhile, in all verified labels, about 13.1% are missing. These noisy
and missing labels can lead to poor performance of multi-label classification
models.

OpenImage V1. OpenImage V1 [13] is widely used for multi-label classification
which contains about 9 million images from 6,012 classes. Following the partition
in [28], we use all the training data as the training set with noisy labels, a quarter
of the validation data (about 40K images) as the verified set and the remaining
data in the validation set for testing.
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4.2 Experimental Settings and Metrics

Settings. We implement all the models with TensorFlow [1] and optimized
with RMSProp. For extended MS-COCO, we use ResNet50 [9] as the backbone
network and use 64 as batch size. In the training phase, the images are random
flipped horizontally and vertically. We set the initial learning rate as 10−4 and use
exponential learning rate decay of 0.9 every 2 epochs. The network is supervised
with the binary cross-entropy loss and trained for 20,000 iterations. For variants
of fine-tuning, we use a learning rate of 10−4 and trained for additional 100,000
iterations. For OpenImage V1, following [28], we use the pre-trained Inception
V3 provided by [13] as the backbone network. For variants of fine-tuning, we
use a learning rate of 10−4 and trained for additional 4 million iterations with a
batch size of 32. We employed early stopping based on APall on the validation
set.

Metrics. We use the mean of class-average precision (mAP ) and the class-
agnostic average precision (APall), which are widely used in noisy label classifi-
cation problem [11,20,28]. mAP computes the mean of average precision (AP ) of
all binary classification problems. AP uses precision weighting for each positive
label. For each class, it is calculated as follow

APc =
1

m

∑
n

Presion(i, c) · I(i, c) , (5)

where m and n denote numbers of positive labels and instances. In our experi-
ments, n is the size of test set. Presion(i, c) is the precision of class c at rank i.
I(i, c) is an indicator function which outputs 1 iff the ground truth label at rank
i is true. APall ignores the class of each annotation and treats them as a single
class. It consists of m × n values for both predictions and ground-truth labels.
This metric considers each annotation equally which ignores the class difficulties.

4.3 Training Details

When we pre-train the label cleaning network and the classification network
on noisy labels, a learning rate of 10−4 is used for both extended MS-COCO
and OpenImage. We then use two pairs of learning rates (3 × 10−4, 3 × 10−5

for extended MS-COCO and 10−4, 10−5 for OpenImage ) for jointly training
the label cleaning network and the classification network, respectively. In each
batch, we use batches that contain samples from both V and T (in a ratio of 1 :
9). Similar to [11,28], we balance the influences of Lclean and Lclassify with the
weights of 0.1 and 1.0, respectively.

4.4 Results

Multi-label classification from noisy labels. We evaluated the proposed
approach for multi-label classification on the extended MS-COCO and Open-
Image dataset. One important baseline we used for comparison is Veit et al.
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Table 2: Multi-label classification performance by the proposed approach and
several state-of-the-art methods on the extended MS-COCO dataset. We choose
5%, 30% and 50% clean labels, and use them as the verified set, respectively.

Model mAP APall

5% 30% 50% 5% 30% 50%

ResNet50 (Noisy) 0.4530 0.3914
ResNet50 (Noisy-FT-W) 0.5471 0.6054 0.6195 0.5735 0.6332 0.6442
ResNet50 (Noisy-FT-L) 0.5554 0.5919 0.5990 0.5781 0.6168 0.6242
ResNet50 (Noisy-FT-M) 0.4803 0.5361 0.5679 0.4343 0.5194 0.5671
Veit et al. [28] (WP) 0.4576 0.4732 0.4748 0.4602 0.4705 0.4722
Veit et al. [28] (TJ) 0.4631 0.4756 0.4784 0.4671 0.4700 0.4760
Proposed 0.5775 0.6078 0.6118 0.5975 0.6287 0.6337

ResNet50 (GT) 0.6516 0.6815

[28]. Since the source code of [28] is not publicly available, we implement their
method based on the best of our understanding. Our implementation achieves
very similar results to the results reported in [28] on OpenImage database. In
this experiment, we use ResNet50 and Inception V3 as backbone network for
extended MS-COCO and OpenImage, respectively. Besides the state-of-the-art
method [28], we also provide the performance of some very related baselines.

Backbone (GT): A backbone network is trained for multi-label classification
using all the clean labels in dataset. This can be viewed as the upper bound of
the semi-supervised learning methods including the proposed approach.

Backbone (Noisy): A backbone network is trained for multi-label classification
by using all the unverified/noisy labels. All the semi-supervised learning methods
are expected to achieve higher performance than this baseline.

Backbone (Noisy-FT-L(M)): Fine-tune the last layer of Backbone (Noisy)
using clean (mixed) labels. We tried to do this fine-tuning with 5%, 30% and
50% clean labels in extended MS-COCO and all clean labels in OpenImage,
respectively.

Backbone (Noisy-FT-W): Fine-tune the whole nets of Backbone (Noisy) using
clean labels. We use the fine-tuning setting similar to Backbone (Noisy-FT-L).

The results (in terms of APall and mAP ) for extended MS-COCO and Open-
Image by the proposed approach and the state-of-the-art methods are reported
in Table 2 and Table 3 repectively. For extended MS-COCO, we can see that the
baseline method ResNet50 (Noisy) does not work well when directly training a
deep model with unverified labels. When this network is fine-tuned with verified
labels (e.g., 5%, 30%, 50%), its performance can be improved significantly. This
suggests that collecting as many verified labels as possible (without consider-
ing the expense of time and money) is an effective way to improved the model
performance. However, if the budget is limited, we may seek to use approaches
like [28] and the proposed method to improve the system’s performance using
as few verified labels as possible. We can see that both [28] and our approach
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Fig. 5: mAP -clean rate and APall-clean rate curves of the proposed approach
and the baseline methods for multi-label classification under a small verified
label set.

Table 3: Performance of our approach and the baseline methods on OpenImage.

Model mAP APall

Inception V3 (Noisy) 0.6182 0.8382
Inception V3 (Noisy-FT-W) 0.6153 0.8588
Inception V3 (Noisy-FT-L) 0.6566 0.8957
Inception V3 (Noisy-FT-M) 0.6189 0.8480
Veit et al. [28] (WP) 0.6236 0.8768
Veit et al. [28] (TJ) 0.6238 0.8767
Proposed 0.6772 0.9047

is able to improve the multi-label classification performance even when only 5%
clean labels are available. However, the method in [28] (including two variants)
does not give better results than directly using the clean labels to fine-tune the
entire model or just the last layer of the model. The possible reasons are: (i) the
number of classes in the extended MS-COCO is small, and classes are complete-
ly different; it is difficult for [28] to model the relationship between individual
classes; (ii) it can be difficult to learn a linear mapping from noisy features to
cleaned labels as used in [28]; we will give additional experiments about this in
the following sections. By contrast, the proposed approach achieves much better
performance than [28], and outperforms the fine-tuning based methods when 5%
clean labels are available (0.5975 by our method vs. 0.5735 by ResNet50 (Noisy-
FT-W)). When about 30% or more clean labels are used to fine-tune the whole
network, the results can be slightly better than our approach. The results are
encouraging because in practical applications, manually verifying 5% labels from
millions of data is more feasible than manually verifying 30% or more label.

According to Fig. 5, if the percentage of available clean labels is less than
20% which is the scenario focused by this work, our approach performs much
better than the other baseline methods. Moreover, the proposed approach shows
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Fig. 6: Multi-label classification results by the proposed approach and the base-
line approaches on the test set of the extended MS-COCO database. We show
the top 5 most confident predictions by ResNet50 (Noisy), ResNet50 (Noisy-FT-
W), and the proposed approach, denoted as Method 1, Method 2 and Proposed,
respectively. The ground-truth labels are marked with cycle in the images.

Table 4: Comparisons between linear and non-linear feature transformation for
the proposed approach on the extended MS-COCO database.

Model mAP APall

5% 10% 5% 10%

Proposed (Linear Feat. Trans.) 0.5690 0.5773 0.5891 0.5972
Proposed 0.5775 0.5892 0.5975 0.6095

ResNet50 (GT) 0.6516 0.6815
ResNet50 (Noisy) 0.4530 0.3914

the best robustness against noisy labels when the percentage of clean labels is
extremely small (e.g., 5%). Fig. 6 shows the top 5 predictions by our model,
ResNet50 (Noisy) and ResNet50 (Noisy-FT-W) for some samples from the test
set of the extended MS-COCO. The proposed approach gives correct estimations
for many of the hard cases for which the baseline algorithms do not predict
correctly.

For OpenImage, we use about 40k images as clean data which is less than
1% of the noisy data. From Table 3, we can see that our method also gives
the best performance among all models in terms of both mAP and APall. It
also outperforms [28] by a large margin (0.6772 by our method vs. 0.6238 by
[28] ). These results show that our method’s effectiveness under extremely small
percentage of clean data.
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Table 5: Influence of different pre-training schemes to the proposed approach for
multi-label classification on the extended MS-COCO database.

Pre-training data mAP APall

5% 10% 5% 10%

No pre-training 0.5707 0.5834 0.5926 0.6061
Pre-train label cleaning net alone 0.5731 0.5864 0.5955 0.6092
Pre-train classification net alone 0.5758 0.5886 0.5968 0.6090
Pre-train both nets 0.5775 0.5892 0.5975 0.6095

Effect of non-linear transformation. We analyze the effect of the proposed
non-linear transformation on the extended MS-COCO, and compare it with the
linear feature transformation (Linear Feat. Trans.) under the same framework.
As shown in Fig. 2, we use two linear layers to replace the non-linear sigmoid
layers. We used 5% and 10% verified labels to do the evaluations. The results
using linear feature transformation are given in Table 4. Under the assumption
that only a small set of clean labels are available, the proposed non-linear feature
transformation works better than linear feature transformation in terms of mAP
and APall. These results suggest that non-linear feature transformation is more
helpful to model the mapping from the feature space (learned with noisy labels)
to the label space.

Influence of different pre-training schemes. For deep learning models,
the pre-training strategy may influence the final performance. We provide the
performance of four variants of our model on the extended MS-COCO : (i) pre-
training the label cleaning net alone, (ii) pre-training the classification net alone,
(iii) pre-training both nets, and (iv) no pre-training using 5% and 10% clean
labels, respectively. Table 5 gives the influence of these different pre-training
schemes to the proposed method. The results show that pre-training is helpful
to improve the final classification performance, and pre-training both nets shows
the best performance in terms of mAP and APall. The results also suggest that
even the percentage of clean labels is small (5% and 10%), using the data with
noisy labels for pre-training is helpful for improving the performance.

Soft vs. binary generated labels. Another aspect worthy of analysis is the
choice of soft or hard labels for the output by the label cleaning network. Soft
label means an image is labelled with a real value between 0 and 1, and a hard
label means the real value is thresholded into either 0 or 1. These labels are
then used for supervising the classification network as we described in Section
3.1. The results of the extended MS-COCO are given in Table 6. We find that
using hard labels performs better than using soft labels. The possible reason is
that during the training of the label cleaning network, the easy samples should
correspond to high confidences at the beginning. However, using a soft label, e.g.,
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Table 6: A comparison between using soft labels (real values ranging in [0, 1])
and binary labels (0 or 1) for the output of the label cleaning network in our
approach on the extended MS-COCO database.

Model mAP APall

5% 10% 5% 10%

Proposed (soft label) 0.5682 0.5838 0.5884 0.6040
Proposed (hard label) 0.5775 0.5892 0.5975 0.6095

0.8, for an easy sample, its confidence is actually reduced compared with using
1 as its label. The whole training process is similar to the curriculum learning to
some extent, i.e., learning with the easy instances first, then the hard instances.
Although we do not explicitly utilize the sample difficulties, the training process
of the label cleaning network helps to force the student net (classification net)
to learn from easy to hard. Such a learning strategy is helpful to improve the
classification performance.

5 Conclusions

Utilizing a small number of clean labels and massive unverified labels to learn
robust classification models is valuable for many practical applications. In this
work, we have proposed a teacher-student network with non-linear feature trans-
formation to learn from massive noisy labels efficiently. We showed that non-
linear feature transformation is more helpful than linear feature transformation
in mapping from the feature space to the label space. In addition, we have
built an extended MS-COCO database which consists of both clean labels and
noisy labels generated by pre-trained model on ImageNet. Experimental results
show that the proposed approach can achieve much better performance than
the state-of-the-art method in multi-label classification from noisy labels. It also
works better than fine-tuning an entire pre-trained network using clean labels
when the available clean label is relative small, e.g., less than 30%.

In our future work, we will consider comprehensive feature transformation
to see whether it can better model the mapping between the feature space and
the label space. In addition, the label confidences generated by the label clean-
ing network will be taken into consideration. We also would like to extend the
proposed approach into other tasks such as face attribute estimation [8,22].
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